1

What's There to Talk About?
A Multi-Modal Model of Referring Behavior
in the Presence of Shared Visual Information

Darren Gergle
Human-Computer Interaction Institute
School of Computer Science
Carnegie Mellon University

Pittsburg, PA USA

dger gl e+cs. cnmu. edu

Abstract

This paper describes the development of
a rule-based computational model that
describes how a feature-based representa-
tion of shared visual information com-
bines with linguistic cues to enable effec-
tive reference resolution. This work ex-
plores a language-only model, a visual-
only model, and an integrated model of
reference resolution and applies them to a
corpus of transcribed task-oriented spo-
ken dialogues. Preliminary results from a
corpus-based analysis suggest that inte-
grating information from a shared visual
environment can improve the perform-
ance and quality of existing discourse-
based models of reference resolution.

Introduction

found to use shorter and syntactically simpler
language (Oviatt, 1997) and different surface
realizations (Cassell & Stone, 2000) when ges-
tures accompany their spoken language.

More specifically, work examining dialogue
patterns in collaborative environments has dem-
onstrated that pairs adapt their linguistic patterns
based on what they believe their partner can see
(Brennan, 2005; Clark & Krych, 2004; Gergle
al., 2004; Krautet al, 2003). For example, when
a speaker knows their partner can see their ac-
tions but will incur a small delay before doing so,
they increase the proportion of full NPs used
(Gergle et al., 2004). Similar work by Byron and
colleagues (2005b) demonstrates that the forms
of referring expressions vary according to a part-
ner’s proximity to visual objects of interest.

Together this work suggests that the interlocu-
tors’ shared visual context has a major impact on
their patterns of referring behavior. Yet, a num-
ber of discourse-based models of reference pri-

In this paper, we present work in progress tomarily rely on linguistic information without re-
wards the development of a rule-based computaard to the surrounding visual environment (e.g.,
tional model to describe how various forms ofsee Brennaset al, 1987; Hobbs, 1978; Poesit
shared visual information combine with linguis-al., 2004; Strube, 1998; Tetreault, 2005). Re-
tic cues to enable effective reference resolutionently, multi-modal models have emerged that
during task-oriented collaboration.
A number of recent studies have demonstrateprocess. However, many of these models are re-
that linguistic patterns shift depending on thestricted by their simplifying assumption of com-
speaker’s situational context. Patterns of proxmunication via a command language. Thus, their
imity markers (e.g.,this/here vs. that/therg
change according to whether speakers perceiveques but do not necessarily support more gen-
themselves to be physically co-present or remoteral communication in the presence of shared
from their partner (Byron & Stoia, 2005; Fussellvisual information (e.g., see Chat al, 2005;

et al, 2004; Levelt, 1989). The use of particularHuls et al, 1995; Kehler, 2000).

forms of definite referring expressions (egpy-
sonal pronouns/s. demonstrative pronounsgs.

integrate visual information into the resolution

approaches apply to explicit interaction tech-

It is the goal of the work presented in this pa-
per to explore the performance of language-

demonstrative descriptiopyaries depending on based models of reference resolution in contexts
the local visual context in which they are con-where speakers share a common visual space. In
structed (Byronet al, 2005a). And people are particular, we examine three basic hypotheses



regarding the likely impact of linguistic and vis- emulate many elements of more natural and real-
ual salience on referring behavior. The first hydstic human conversational behavior.
pothesis suggests that visual information is dis- A computational model may also make valu-
regarded and that linguistic context provides sufable contributions to research in the area of com-
ficient information to describe referring behav-puter-mediated communication. Video-mediated
ior. The second hypothesis suggests that visuabmmunication systems, shared media spaces,
salience overrides any linguistic salience in govand collaborative virtual environments are tech-
erning referring behavior. Finally, the third hy- nologies developed to support joint activities
pothesis posits that a balance of linguistic anthetween geographically distributed groups.
visual salience is needed in order to account fddowever, the visual information provided in
patterns of referring behavior. each of these technologies can vary drastically.
In the remainder of this paper, we begin byThe shared field of view can vary, views may be
presenting a brief discussion of the motivatiommisaligned between speaking partners, and de-
for this work. We then describe three computalays of the sort generated by network congestion
tional models of referring behavior used to eximay unintentionally disrupt critical information
plore the hypotheses described above, and tmequired for successful communication (Brennan,
corpus on which they have been evaluated. W2005; Gergle et al., 2004). Our proposed model
conclude by presenting preliminary results anaould be used along with a detailed task analysis

discussing future modeling plans. to inform the design and development of such
o technologies. For instance, the model could in-
2 Motivation form designers about the times when particular

There are several motivating factors for developvisual elements need to be made more salient in
ing a computational model of referring behaviororder to support effective communication. A
in shared visual contexts. First, a model of refercomputational model that can account for visual
ring behavior that integrates a component ofalience and understand its impact on conversa-
shared visual information can be used to increadi¥nal coherence could inform the construction of
the robustness of interactive agents that convers§@ared displays or dynamically restructure the
with humans in real-world situated environ-environment as the discourse unfolds.
ments. Second, such a model can be applied toA final motivation for this work is to further
the development of a range of technologies t@Ur theoretical understanding of the role shared
support distributed group collaboration and meVisual information plays during communication.
diated communication. Finally, such a model caft nhumber of behavioral studies have demon-
be used to provide a deeper theoretical undeftrated the need for a more detailed theoretical
standing of how humans make use of variougnderstanding of human referring behavior in the
forms of shared visual information in their every-pPresence of shared visual information. They sug-
day communication. gest that shared visual information of the task
The development of an integrated multi-modaPbjects and surrounding workspace can signifi-
model of referring behavior can improve the percantly impact collaborative task performance and
formance of state-of-the-art computational modcommunication efficiency in task-oriented inter-
els of communication currently used to supporfictions (Kraut et al., 2003; Monk & Watts, 2000;
conversational interactions with an intelligentNardi et al, 1993; Whittaker, 2003). For exam-
agent (Allenet al, 2005; Devaultet al, 2005; ple, viewing a partner’s actions facilitates moni-
Gorniak & Roy, 2004). Many of these modelstoring of comprehension and enables efficient
rely on discourse state and prior linguistic conobject reference (Daly-Jonesal, 1998), chang-
tributions to successfully resolve references in &9 the amount of available visual information
given utterance. However, recent technologicampacts information gathering and recovery from
advances have created opportunities for huma@mbiguous help requests (Karsenty, 1999), and
human and human-agent interactions in a wid#arying the field of view that a remote helper has
variety of contexts that include visual objects ofof @ co-worker’'s environment influences per-
interest. Such systems may benefit from a datdormance and shapes communication patterns in
driven model of how collaborative pairs adaptdirected physical tasks (Fussedt al, 2003).
their language in the presence (or absence) btaving a computational description of these
shared visual information. A successful computaProcesses can provide insight into why they oc-
tional model of referring behavior in the pres-cur, can expose implicit and possibly inadequate
ence of visual information could enable agents t§implifying assumptions underlying existing



theoretical models, and can serve as a guide feedents for a pronoun, but also the physical con-

future empirical research. text as well:
(2)  Helper: Alright, take the dark orange block.
3 Background and Related Work Worker: OK.
A review of the computational linguistics lit- Worker: [ moved an incorrect piece |

. Helper: Oh, that's not it.
erature reveals a number of discourse models

that describe referring behaviors in written, and In excerpt (2), both the linguistic and visual
to a lesser extent, spoken discourse (for a recemformation provide entities that could be co-
review see Tetreault, 2005). These include modspecified by a subsequent referent. In this ex-
els based primarily on world knowledge (e.g.cerpt, the first pronoun “that,” refers to thign®
Hobbs et al, 1993), syntax-based methodscorrect piece] that was physically moved into
(Hobbs, 1978), and those that integrate a combihe shared visual workspace but was not previ-
nation of syntax, semantics and discourse struously mentioned. While the second pronoun,
ture (e.g., Groszet al, 1995; Strube, 1998; “it,” has as its antecedent the object co-specified
Tetreault, 2001). The majority of these modeldy the definite-NP “the dark orange block.” This
are salience-based approaches where entities @aeample demonstrates that during task-oriented
ranked according to their grammatical functioncollaborations both the linguistic and visual con-
number of prior mentions, prosodic markers, etctexts play central roles in enabling the conversa-
In typical language-based models of referencgonal pairs to make efficient use of communica-
resolution, the licensed referents are introducetion tactics such as pronominalization.
through utterances in the prior linguistic context.
Consider the following example drawn from the3-2 ~ Towards an Integrated Model
PuzzLE CorPUS Whereby a “Helper” describes to While most computational models of reference
a “Worker” how to construct an arrangement ofresolution accurately resolve the pronoun in ex-
colored blocks so they match a solution only theerpt (1), many fail at resolving one or more of
Helper has visual access to: the pronouns in excerpt (2). In this rather trivial
(1) Helper: Take the dark red piece. case, if no methopl_ is available to generqte poten-
Helper: Overlap it over the orange halfway. tial discourse entities from the shared visual en-
vironment, then the model cannot correctly re-

_In excerpt (1), the first utterance uses the defigolye pronouns that have those objects as their
nite-NP “the dark red piece,” to introduce a newWyntecedents.

discourse entity. This phrase specifies an actual This problem is compounded in real-world
puzzle piece that has a color attribute of dark reg,q computer-mediated environments since the
and that the Helper wants the Worker to positioRisa| information can take many forms. For in-
in their workspace. Assuming the Worker hasyiance, pairs of interlocutors may have different
correctly heard the utterance, the Helper can noyerspectives which result in different objects be-
expect that entity to be a shared element as estaRy occluded for the speaker and for the listener.
lished by prior linguistic context. As such, this|y~ geographically distributed collaborations a
piece can subsequently be referred to using @nyersational partner may only see a subset of
pronoun. In this case, most models correctly |I’[he visual space due to a limited field of view
cense the observed behavior as the Helper spegirovided by a camera. Similarly, the speed of the
fies the piece using “it” in the second utterance. \jig,al update may be slowed by network conges-

3.1 A Drawback to Language-Only Models ~ ton-
Byron and colleagues recently performed a

However, as described in Section 2, several besejiminary investigation of the role of shared
havioral studies of task-oriented collaborations,,a| information in a task-oriented, human-to-
have suggested that visual context plays a critic@}, nan collaborative virtual environment (Byron
role in determining which objects are salienty; al., 2005b). They compared the results of a
parts of a conversation. The.follqwing examplﬁanguage-only model with a visual-only model,
from the sam@uzzLe Corpus—in this case from 54 qeveloped a visual salience algorithm to rank
a task condition in which the pairs share a visughe \jisyal objects according to recency, exposure
space—demonstrates that it is not only the lingme and visual uniqueness. In a hand-processed
guistic context that determines the potential a”teévaluation, they found that a visual-only model
accounted for 31.3% of the referring expressions,
and that adding semantic restrictions (e.g., “open

1 The details of theuzzLe Corpusare described in §.4.



that” could only match objects that could be Each participant was seated in a separate room
opened, such as a door) increased performanceito front of a computer with a 21-inch display.
52.2%. These values can be compared with Bhe pairs communicated over a high-quality,
language-only model with semantic constraint$ull-duplex audio link with no delay. The ex-
that accounted for 58.2% of the referring expresperimental displays for the Worker and Helper
sions. are illustrated in Figure 1.

While Byron’s visual-only model uses seman-

tic selection restrictions to limit the number of e —n e
visible entities that can be referenced, her mods ]

differs from the work reported here in that it doeg u u I
not make simultaneous use of linguistic salienc |

information based on the discourse content. S 4 !. 4 4
for example, referring expressions cannot be re o area B — iew of workars -
solved to entities that have been mentioned bu. vorkares

}[’r\:h'Ch are ?O.tt V'.Tl'ble't FurtheJmore, Ia” o:che_r Figure 1. The Worker's view (left) and the
ings equal, it will not correctly resolve refer Helper's view (right).

ences to objects that are most salient based on
the linguistic context over the visual context. The Worker's screen (left) consists of a stag-
Therefore, in addition to language-only and vising area on the right hand side where the puzzle
ual-only models, we explore the development opieces are held, and a work area on the left hand
an integrated model that uses both linguistic andide where the puzzle is constructed. The
visual salience to support reference resolutiortHelper’s screen (right) shows the target solution
We also extend these models to a new task don the right, and a view of the Worker's work
main that can elaborate on referential patterns iarea in the left hand panel. The advantage of this
the presence of various forms of shared visuaetup is that it allows exploration of a number of
information. Finally, we make use of a corpuddifferent arrangements of the shared visual
gathered from laboratory studies that allow us tgpace. For instance, we have varied the propor-
decompose the various features of shared visuabn of the workspace that is visually shared with
information in order to better understand theithe Helper in order to examine the impact of a
independent effects on referring behaviors. limited field-of-view. We have offset the spatial

The following section provides an overview ofalignment between the two displays to simulate
the task paradigm used to collect the data for owettings of various video systems. And we have
corpus evaluation. We describe the basic exadded delays to the speed with which the Helper
perimental paradigm and detail how it can beeceives visual feedback of the Worker’s actions
used to examine the impact of various features on order to simulate network congestion.

a shared visual space on communication. Together, the data collected using the puzzle
paradigm currently contains 64,430 words in the
4 The Puzzle Task Corpus form of 10,640 contributions collected from over

The corpus data used for the development of thE0O different pairs. Preliminary estimates suggest
models in this paper come from a subset of daf@at these data include a rich collection of over
collected over the past few years using a referef-500 referring expressions that were generated
tial communication task called the puzzle studygcross a wide range of visual settings. In this pa-
(Gergle et al., 2004). per, we examine a small portion of the data in

In this task, pairs of participants are randomlyorder to assess the feasibility and potential con-
assigned to play the role of “Helper’ or tribution of the corpus for model development.
“Worker.” It is the goal of the task for the Helper4
to successfully describe a configuration of pieces’ _ _ o
to the Worker, and for the Worker to correctly The da_ta collected using this paradigm mpludes
arrange the pieces in their workspace. The puzzfh audio capture of the spoken conversation sur-
solutions, which are only provided to the He|per,round|ng the task, written transcriptions of the
consist of four blocks selected from a larger setPoken utterances, and a time-stamped record of
of eight. The goal is to have the Worker correctlyall the piece movements and their representative
place the four solution pieces in the proper constate in the shared workspace (e.g., whether they
figuration as quickly as possible so that theyare visible to both the Helper and Worker). From
match the target solution the Helper is viewing.

1 Preliminary Corpus Overview



these various streams of data we can parse aBdl The Language-Only Model

extract_th(_a units for inclusion in our models. We chose the LRC algorithm (Tetreault, 2001) to
For initial model development, we focus ONngerye as the basis for our language-only model. It
modeling two primary conditions from tfRz-  paq heen shown to fare well on task-oriented spo-

2.E Corpus The first is the No Shared Visual qn dialogues (Tetreault, 2005) and was easily
Informatiori condition where the Helper could adapted to theuzzLe Corpusdata.

not see the Worker's workspace at all. In this | rc yses grammatical function as a central

condition, the pair needs to successfully cOMpachanism for resolving the antecedents of ana-
plete the tasks using only linguistic information.sporic references. It resolves referents by first
The second is theShared Visual Informatidn  gearching in a left-to-right fashion within the cur-

condition, where the Helper receives immediatgen; yiterance for possible antecedents. It then
visual feedback about the state of the Worker’§nakes co-specification links when it finds an

work area. In this case, the pairs can make use gfitacedent that adheres to the selectional restric-
both linguistic information and shared visual in-tjons pased on verb argument structure and

formation in order to successfully complete theagreement in terms of number and gender. If a
task. match is not found the algorithm then searches

As Table 1 demonstrates, we use a small rafre Jists of possible antecedents in prior utter-
dom selection of data consisting of 10 dialoguegces in a similar fashion.

from each of theshared Visual Informatioand The primary structure employed in the lan-

No Sharegl Visual Informationonditions. Each guage-only model is a ranked entity list sorted by
of these dialogues was collected from a uniqugguistic salience. To conserve space we do not
participant pair. For this evalu_anon, we focusec}eproduce the LRC algorithm in this paper and
primarily on pronoun usage since this has beefysiead refer readers to Tetreault's original for-

suggested to be one of the major linguistic effiyyjation (2001). We determined order based on
ciencies gained when pairs have access t0 fe following precedence ranking:

shared visual space (Kraut et al., 2003).
Subject < Direct Object < Indirect Object

Task Corpus
Condition Statistics Any remaining ties (e.g., an utterance with two
Dialogues ~ Contri- ~ Words  Pro- direct objects) were resolved according to a left-
butions nouns to-right breadth-first traversal of the parse tree.
No Shared 10 218 1181 30
Visual 5.2 The Visual-Only Model
Information . . .
Shared 10 174 938 39 As the Worker moves pieces into their work-
Visual space, depending on whether or not the work-
Information space is shared with the Helper, the objects be-
Total 20 392 2119 69 come available for the Helper to see. The visual-
Table 1. Overview of the data used. onI_y model qtlllzed an approach based on V|su_al
salience. This method captures the relevant vis-
5  Preliminary Model Overviews ual objects in the puzzle task and ranks them ac-

The models evaluated in this paper are basef@ ;d(lgg (;2 ggﬁbgedcigfng)\"th which they were

g‘nsc'tcclenterlgggm'gheoré/ ghGroslz et.t;ll" 1395.; Gdrobsz Given the highly controlled visual environ-
cner, ) an € algonthms devised DY, ont that makes up thRzzLe CorPus We have
Brennan and colleagues (1987) and adapted b mplete access to the visual pieces and exact

Tetreault (2001). We examine a Ianguage-onl¥iming information about when they become
model based on Tetreault’s Left-Right Centering{/isible are moved. or are removed from the

(LRC) model, a visual-only mode] that uses %hared workspace. In the visual-only model, we

measure of visual salience to rank the objects 'Maintain an ordered list of entities that comprise

tat]ned \gzuiiltgi?gezsrﬁg;::t;fatr%f:g:gzsl t?]r;ccgije shared visual space. The entities are included
9 M the list if they are currently visible to both the

information along Wlth' the IlngU|$t|c information Helper and Worker, and then ranked according to
to generate a ranked list of possible anchors. . o
the recency of their activatidn.

2 This allows for objects to be dynamically rearragle-
pending on when they were last ‘touched’ by the kigor



5.3 The Integrated Model A balance of syntactic and visual contekt.

We used the salience list generated from the lafird hypothesis is that both linguistic entities
guage-only model and integrated it with the oné&nd visual entities are required in order to accu-
from the visual-only model. The method of or-fately and perspicuously account for patterns of
dering the integrated list resulted from generaPPServed referring behavior. Salient discourse
perceptual psychology principles that Sugges@nt.ltles result'from some balance of linguistic
that highly active visual objects attract an indi-S&llence and visual salience.
vidual's attentional processes (Scholl, 2001). -
In this preliminary implementation, we de-6 Preliminary Results
fined active objectsas those objects that had re-In order to investigate the hypotheses described
cently moved within the shared workspaceabove, we examined the performance of the
These objects are added to the top of the linguignodels using hand-processed evaluations of the
tic-salience list which essentially rendered thenfuzzLe Corpus data. The following presents the
as the focus of the joint activity. However, peotesults of the three different models on 10 trials
ple’s attention to static objects has a tendency tof the PuzzLe Corpusin which the pairs had no
fade away over time. Following prior work that shared visual space, and 10 trials from when the
demonstrated the utility of a visual decay funcpairs had access to shared visual information rep-
tion (Byron et al., 2005b; Huls et al., 1995), weresenting the workspace. Two experts performed
implemented a three second threshold on th@ualitative coding of the referential anchors for
lifespan of a visual entity. From the time sinceeach pronoun in the corpus with an overall
the object was last active, it remained on the lisagreement of 88% (the remaining anomalies
for three seconds. After the time expired, the obwere resolved after discussion).
ject was removed and the list returned to its prior As demonstrated in Table 2, the language-only
state. This mechanism was intended to captur@odel correctly resolved 70% of the referring
the notion that active objects are at the center @xpressions when applied to the set of dialogues
shared attention in a collaborative task for a showhere only language could be used to solve the
period of time. After that the interlocutors reverttask (i.e., the no shared visual information condi-
to their recent linguistic history for the context oftion). However, when the same model was ap-
an interaction. plied to the dialogues from the task conditions
It should be noted that this is work in progresgvhere shared visual information was available, it
and a major avenue for future work is the develonly resolved 41% of the referring expressions
opment of a more theoretically grounded methogorrectly. This difference was significant(1,
for integrating linguistic salience information N=69) =5.72, p = .02.
with visual salience information.

No Shared Visual  Shared Visual
Information Information

5.4 Evaluation Plan
_ Language 70.0% (21/30) 41.0% (16/39)
Together, the models described above allow us taodel

test three basic hypotheses regarding the likelyisual n/a 66.7% (26 /39)
impact of linguistic and visual salience: Model
Purely linguistic contextOne hypothesis is Integrated 70.0% (21/30) 69.2% (27/39)
that the visual information is completely disre-Mo2¢! _
garded and the entities are salient purely based Table 2. Results for all pronouns in the subset
on linguistic information. While our prior work ©f thePuzzLe Corpusevaluated.
has suggested this should not be the case, severa|, contrast, when the visual-only model was

existing computational models function only atapplied to the same data derived from the task
this level. ~ conditions in which the shared visual information
Purely visual contextA second possibility is was available, the algorithm correctly resolved
that the visual information completely overridesgg 794 of the referring expressions. In compari-
linguistic salience. Thus, visual informationggn to the 41% produced by the language-only
dominates the discourse structure when it ignodel. This difference was also significaf(1,
available and relegates linguistic information to \=78) = 5.16, p = .02. However, we did not find
subordinate role. This too should be Unlikelyevidence of a difference between the perform_
given the fact that not all discourse deals withynce of the visual-only model on the visual task
external elements from the surrounding world.  ¢gnditions and the language-only model on the




language task conditiong(1, N=69) = .087, p = In the errors that remained, the language-only
J7 (.s). model had a tendency to suffer from a number of
The integrated model with the decay functiorhigher-order referents such as events and actions.
also performed reasonably well. When the inteln addition, there were several errors that re-
grated model was evaluated on the data whemailted from chaining errors where the initial ref-
only language could be used it effectively reverterent was misidentified. As a result, all subse-
back to a language-only model, therefore achiewguent chains of referents were incorrect.
ing the same 70% performance. Yet, when it was The visual-only model and the integrated
applied to the data from the cases when the painsodel had a tendency to suffer from timing is-
had access to the shared visual information #ues. For instance, the pairs occasionally intro-
correctly resolved 69.2% of the referring expresduced a new visual entity with, “this one?” How-
sions. This was also better than the 41% exhitever, the piece did not appear in the workspace
ited by the language-only modegf(1, N=78) = until a short timeafter the utterance was made.
6.27, p = .012; however, it did not statisticallyln such cases, the object was not available as a
outperform the visual-only model on the sameeferent on the object list. In the future we plan
data,x’(1, N=78) = .059, p = .81n(s). to investigate the temporal alignment between
In general, we found that the language-onlythe visual and linguistic streams.
model performed reasonably well on the dia- In other cases, problems simply resulted from
logues in which the pairs had no access to sharélde unique behaviors present when exploring
visual information. However, when the samehuman activities. Take the following example,
model was ap_p_lled to the dlalogues collected (3) Helper: There is an orange red that obscures
from task conditions where the pairs had access half of it and it is to the left of it
to shared visual information the performance of _
the language-only model was significantly re- In this excerpt, all of our models had trouble

duced. However, both the visual-only model andgorrectly resolving the pronouns in the utterance.

the integrated model significantly increased pertiowever, while this counts as a strike against the

formance. The goal of our current work is to findMdel performance, the model actually presented

a better integrated model that can achieve si% true account of human behavior. While the
nificantly better performance than the visualMdel was confused, so was the Worker. In this

only model. As a starting point for this investiga-CaS€: it took three more contributions from the
tion, we present an error analysis below. Helper to unravel what was actually intended.

6.1 Error Analysis 7  Future Work

In order to inform further development of the In the future, we plan to extend this work in
model, we examined a number of failure caseseveral ways. First, we plan future studies to help
with the existing data. The first thing to note wasexpand our notion of visual salience. Each of the
that a number of the pronouns used by the paiMdsual entities has an associated number of do-
referred to larger visible structures in the work-main-dependent features. For example, they may
space. For example, the Worker would somehave appearance features that contribute to over-
times state, “like this?”, and ask the Helper tcall salience, become activated multiple times in a
comment on the overall configuration of the puzshort window of time, or be more or less salient
zle. Table 3 presents the performance results éfepending on nearby visual objects. We intend to
the models after removing all expressions thagxplore these parameters in detail.

did not refer to pieces of the puzzle. Second, we plan to appreciably enhance the
integrated model. It appears from both our initial

No Shared Visual - Shared Visual data analysis, as well as our qualitative examina-

Information Information . .

Language 7% @LI20) 11.0% (16/39) tion of the _data, that th_e pairs make tradeoffs be-
Model tween relying on the linguistic context and the
Visual n/a 76.4% (26 ] 34) visual context. Our current instantiation of the
Model integrated model could be enhanced by taking a
Integrated 77.7% (21/27) 79.4% (27 / 34) more theoretical approach to integrating the in-
Model formation from multiple streams.

Table 3. Model performance results when re- Finally, we plan to perform a large-scale com-
stricted to piece referents. putational evaluation of the entiRezzLE CORPUS

in order to examine a much wider range of visual



features such as limited field-of-views, delays in mote collaboration on physical tasks. In Proceesiofg

providing the shared visual information, an

d Human Factors in Computing Systems (CHI,@). 513-

520. ACM Press.

various asymmetries in the.lnterlocutors wsualFusse,L S. R., Setlock, L. D., Yang, J., Ou, Jaukd, E. M.,
information. In addition to this we plan to extend g kramer, A. (2004). Gestures over video streanmsup-
our model to a wider range of task domains in port remote collaboration on physical tasieman-
order to explore the generality of its predictions. Computer Interaction, 1273-309.
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